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The Claim 
• Domain adaptation in SMT, and in NLP in 
general, a popular topic 

• By incorporating several ideas: 
•  Instance-weighting approach, at the level of phrase pairs 
•  Overlapping features, designed to elicit “general language” and 

“similarity” characteristics  
•  ML, instead of ME, training/learning criterion 

the authors come up with an (improved?) domain 
adaptation scheme for MT 



Why Domain Adaptation? 
• Workshops, theses, papers, etc.  

•  The brittleness of our models… 

•  In action: LMs for MT: Original vs. Translated Texts 
•  Theoretical background:  

•  A theory of learning from different domains (Ben-David et al., 
Machine Learning, 2010) 

•  Domain Adaptation of NLP Systems (J. Blitzer’s Thesis, 2008) 
•  Domain Adaptation in Regression (Cortes & Mohri, ALT 2011) 

•  In MT: the pipeline approach prevents end-to-end 
adaptation scheme 

• Assumption: all OOD data is homogeneous 



Baseline Setups: Simplest Methods 
•  Throw everything into a big bucket: 

•  Let MERT handle it: 
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Baseline Setups: Linear Combination 
•  Linear models and MERT for adaptation problematic: 

•  MERT assumes a flat loglinear model 
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Baseline Setups: IR style 
• Select “similar” sentence pairs from from OOD that match 

sentences from ID 
•  Trained LM with in-domain data, evaluated on target side 

of OOD data 
•  Select lowest perplexity sentences 
•  Number of sentences to select tuned (optimize dev-set BLEU) 

ir 



Instance Weighting: Model & Training 
•  Instance = Phrase Pair 
• Potentially overlapping features defined for phrase pairs 
•  LM adaptation as in baseline 
•  TM adaptation:  p(s|t) = ↵
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•  Jointly optimize feature and mixture weights via L-BFGS 
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Interpretation of the Model 
• Why does downweighting original joint OOD counts work? 
•  Ideally, we want to maximize (log) likelihood w.r.t. (i.e., 

weighted by) “true” joint distribution of in-domain data: 
ˆ✓ = argmax

✓

X

s,t

p
Î
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Does it make sense to “upweight”? 

Uniform prior 
in experiments 

c
o

(s, t)w
�

(s, t) + �u(s|t)P
s

0 c
o

(s0, t)w
�

(s0, t) + �

compare with 

Over all OOD phrase pairs  



Features Used 

General Language 

Phrase pair length 

Frequency of pair 

Rare source/target phrase 
frequencies (2x) 

IBM1 (OOD) ppl (2x) 

Mean & Min “document” or block 
frequencies (4x) 

Burstiness features (4x) 

Similarity 

ID LM ppl over 1 & 2-grams (4x) 

OOV counts w.r.t. ID LM (2x) 

ID IBM1 model (2x) 

SVM Feature: 
•  SVM classifier to classify ID and 

OOD phrase pairs 
•  Classifier result used as 

additional feature 
 



Corpora & Setup 
• English <-> French 

•  ID: EMEA Medical corpus 
•  OOD: Europarl 
•  Dev/test: from EMEA corpus 

• Chinese -> English 
•  ID: NIST09 news-related corpora 
•  OOD: Rest of NIST09 
•  Dev: NIST05 evaluation + 

random training set sentences 
•  Test: NIST06 & NIST08 

• Standard phrase-based 
setup; 4-gram LM 

• HMM + IBM2 WA union 

The classifier trained using the 2nd definition had

higher accuracy on a development set. We used it to

score all phrase pairs in the OUT table, in order to

provide a feature for the instance-weighting model.

4 Experiments

4.1 Corpora and System

We carried out translation experiments in two dif-

ferent settings. The first setting uses the Euro-

pean Medicines Agency (EMEA) corpus (Tiede-

mann, 2009) as IN, and the Europarl (EP) cor-

pus (www.statmt.org/europarl) as OUT,

for English/French translation in both directions.

The dev and test sets were randomly chosen from

the EMEA corpus. Figure 1 shows sample sentences

from these domains, which are widely divergent.

The second setting uses the news-related sub-

corpora for the NIST09 MT Chinese to English

evaluation

8

as IN, and the remaining NIST paral-

lel Chinese/English corpora (UN, Hong Kong Laws,

and Hong Kong Hansard) as OUT. The dev cor-

pus was taken from the NIST05 evaluation set, aug-

mented with some randomly-selected material re-

served from the training set. The NIST06 and

NIST08 evaluation sets were used for testing. (Thus

the domain of the dev and test corpora matches IN.)

Compared to the EMEA/EP setting, the two do-

mains in the NIST setting are less homogeneous and

more similar to each other; there is also considerably

more IN text available.

The corpora for both settings are summarized in

table 1.

corpus sentence pairs

Europarl 1,328,360

EMEA train 11,770

EMEA dev 1,533

EMEA test 1,522

NIST OUT 6,677,729

NIST IN train 2,103,827

NIST IN dev 1,894

NIST06 test 1,664

NIST08 test 1,357

Table 1: Corpora

8www.itl.nist.gov/iad/mig//tests/mt/2009

The reference medicine for Silapo is
EPREX/ERYPO, which contains epoetin alfa.
Le médicament de référence de Silapo est
EPREX/ERYPO, qui contient de l’époétine alfa.
—
I would also like to point out to commissioner Liika-
nen that it is not easy to take a matter to a national
court.
Je voudrais préciser, à l’adresse du commissaire
Liikanen, qu’il n’est pas aisé de recourir aux tri-
bunaux nationaux.

Figure 1: Sentence pairs from EMEA (top) and Europarl

text.

We used a standard one-pass phrase-based sys-

tem (Koehn et al., 2003), with the following fea-

tures: relative-frequency TM probabilities in both

directions; a 4-gram LM with Kneser-Ney smooth-

ing; word-displacement distortion model; and word

count. Feature weights were set using Och’s MERT

algorithm (Och, 2003). The corpus was word-

aligned using both HMM and IBM2 models, and the

phrase table was the union of phrases extracted from

these separate alignments, with a length limit of 7.

It was filtered to retain the top 30 translations for

each source phrase using the TM part of the current

log-linear model.

4.2 Results

Table 2 shows results for both settings and all meth-

ods described in sections 2 and 3. The 1st block

contains the simple baselines from section 2.1. The

natural baseline (baseline) outperforms the pure IN

system only for EMEA/EP fren. Log-linear combi-

nation (loglin) improves on this in all cases, and also

beats the pure IN system.

The 2nd block contains the IR system, which was

tuned by selecting text in multiples of the size of the

EMEA training corpus, according to dev set perfor-

mance. This significantly underperforms log-linear

combination.

The 3rd block contains the mixture baselines. The

linear LM (lin lm), TM (lin tm) and MAP TM (map
tm) used with non-adapted counterparts perform in

all cases slightly worse than the log-linear combi-

nation, which adapts both LM and TM components.

However, when the linear LM is combined with a

456



Results – EMEA/EP 
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EMEA/EP - BLEU 

Fr-En 

En-Fr 

method EMEA/EP NIST
fren enfr nst06 nst08

in 32.77 31.98 27.65 21.65
out 20.42 17.41 19.85 15.71
baseline 33.61 31.15 26.93 21.01
loglin 35.94 32.62 28.09 21.85
ir 33.75 31.91 —– —–
lin lm 35.61 31.55 28.02 21.68
lin tm 35.32 32.52 27.16 21.32
map tm 35.15 31.99 27.20 21.17
lm+lin tm 36.42 33.49 27.83 22.03
lm+map tm 36.28 33.31 28.05 22.11
iw all 36.55 33.73 28.74 22.28
iw all map 37.01 33.90 30.04 23.76

iw all flat 36.50 33.42 28.31 22.13
iw gen map 36.98 33.75 29.81 23.56
iw sim map 36.82 33.68 29.66 23.53
iw svm map 36.79 33.67 —– —–

Table 2: Results, for EMEA/EP translation into English
(fren) and French (enfr); and for NIST Chinese to En-
glish translation with NIST06 and NIST08 evaluation
sets. Numbers are BLEU scores.

linear TM (lm+lin tm) or MAP TM (lm+map TM),
the results are much better than a log-linear com-
bination for the EMEA setting, and on a par for
NIST. This is consistent with the nature of these two
settings: log-linear combination, which effectively
takes the intersection of IN and OUT, does relatively
better on NIST, where the domains are broader and
closer together. Somewhat surprisingly, there do not
appear to be large systematic differences between
linear and MAP combinations.

The 4th block contains instance-weighting mod-
els trained on all features, used within a MAP TM
combination, and with a linear LM mixture. The
iw all map variant uses a non-0 � weight on a uni-
form prior in p

o

(s|t), and outperforms a version
with � = 0 (iw all) and the “flattened” variant de-
scribed in section 3.2. Clearly, retaining the origi-
nal frequencies is important for good performance,
and globally smoothing the final weighted frequen-
cies is crucial. This best instance-weighting model
beats the equivalant model without instance weights
by between 0.6 BLEU and 1.8 BLEU, and beats the
log-linear baseline by a large margin.

The final block in table 2 shows models trained

on feature subsets and on the SVM feature described
in 3.4. The general-language features have a slight
advantage over the similarity features, and both are
better than the SVM feature.

5 Related Work

We have already mentioned the closely related work
by Matsoukas et al (2009) on discriminative cor-
pus weighting, and Jiang and Zhai (2007) on (non-
discriminative) instance weighting. It is difficult to
directly compare the Matsoukas et al results with
ours, since our out-of-domain corpus is homoge-
neous; given heterogeneous training data, however,
it would be trivial to include Matsoukas-style iden-
tity features in our instance-weighting model. Al-
though these authors report better gains than ours,
they are with respect to a non-adapted baseline. Fi-
nally, we note that Jiang’s instance-weighting frame-
work is broader than we have presented above, en-
compassing among other possibilities the use of un-
labelled IN data, which is applicable to SMT settings
where source-only IN corpora are available.

It is also worth pointing out a connection with
Daumé’s (2007) work that splits each feature into
domain-specific and general copies. At first glance,
this seems only peripherally related to our work,
since the specific/general distinction is made for fea-
tures rather than instances. However, for multino-
mial models like our LMs and TMs, there is a one to
one correspondence between instances and features,
eg the correspondence between a phrase pair (s, t)
and its conditional multinomial probability p(s|t).
As mentioned above, it is not obvious how to ap-
ply Daumé’s approach to multinomials, which do
not have a mechanism for combining split features.
Recent work by Finkel and Manning (2009) which
re-casts Daumé’s approach in a hierarchical MAP
framework may be applicable to this problem.

Moving beyond directly related work, major
themes in SMT adaptation include the IR (Hilde-
brand et al., 2005; Lü et al., 2007; Zhao et al.,
2004) and mixture (Finch and Sumita, 2008; Fos-
ter and Kuhn, 2007; Koehn and Schroeder, 2007; Lü
et al., 2007) approaches for LMs and TMs described
above, as well as methods for exploiting monolin-
gual in-domain text, typically by translating it auto-
matically and then performing self training (Bertoldi
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settings: log-linear combination, which effectively
takes the intersection of IN and OUT, does relatively
better on NIST, where the domains are broader and
closer together. Somewhat surprisingly, there do not
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linear and MAP combinations.
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iw all map variant uses a non-0 � weight on a uni-
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cies is crucial. This best instance-weighting model
beats the equivalant model without instance weights
by between 0.6 BLEU and 1.8 BLEU, and beats the
log-linear baseline by a large margin.

The final block in table 2 shows models trained

on feature subsets and on the SVM feature described
in 3.4. The general-language features have a slight
advantage over the similarity features, and both are
better than the SVM feature.

5 Related Work

We have already mentioned the closely related work
by Matsoukas et al (2009) on discriminative cor-
pus weighting, and Jiang and Zhai (2007) on (non-
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directly compare the Matsoukas et al results with
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though these authors report better gains than ours,
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re-casts Daumé’s approach in a hierarchical MAP
framework may be applicable to this problem.

Moving beyond directly related work, major
themes in SMT adaptation include the IR (Hilde-
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Related Work 
•  Linear combination framework: Foster & Kuhn (ACL WMT, 

2007) 
•  Mixture weights are a function of several distance metrics 
•  Downhill simplex to maximize BLEU on development set 

•  Motivation for instance weighting in NLP: Jiang & Zhai (ACL 
2007) 
•  Maximize expected log likelihood w.r.t. ID development set 
•  This work applies the general concepts to MT 

•  Instance weighting through feature-based discriminative model: 
Matsoukas et al. (EMNLP 2009) 
•  Sentence-level features, instead of phrase pair-level 
•  Perceptron, instead of logistic regression 
•  Optimize expected TER (over N-best) instead of log-likelihood 
•  L-BFGS also 

•  General language & similarity features: Daumé (ACL 2007) 



Conclusion 
•  Linear combination + instance weighting method for SMT 

domain adaptation 
•  Two-stage weighting: 

•  Combine multinomial models: linearly 
•  OOD phrase pair count weights: feature-based discriminative 

model 
•  Joint training of both sets of weights 
• EMEA/EP (vs. strongest baseline): 

•  Fr->En: +0.60 BLEU 
•  En->Fr: +0.41 BLEU 

• NIST (vs. strongest baseline) 
•  NIST06: +0.99 BLEU 
•  NIST08: +1.65 BLEU 



Discussion 
• Missing details: 

•  Prior weight γ 
•  No IR/SVM evaluation on NIST?  
•  Example sentence showing improvement 
•  Explicit comparison with sentence-level feature approach 

• Analysis on how approach performs as a function of 
dataset size 

•  Is uniform prior the best choice? 
•  Is it necessary to have a two-stage model?  
• A better way to incorporate Gigaword corpora? 

Thank you! 


